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AbstractAbstractAbstractAbstract    
One of the strengths of online learning, compared to traditional models, is the potential to 
focus on individuals, without losing group concerns. Intelligent tutoring systems (ITS) 
attempt to bring in aspects of a human-teacher delivering personalised tutoring to a 
student, into online computer-based learning environments. This paper reports on 
development of an ITS (Acharya) for teaching SQL. The system provides some aspects of 
adaptive instruction sequencing based on student model. Acharya provides an intelligent 
problem solving environment where students can try out solutions to SQL problems posed 
by the system, and get qualitative feedback on their solution. The system is being used by 
DBMS course participants at NCST as a supplementary learning resource. 

1 Background Background Background Background     

Computer based tutoring (CBT) systems have been traditionally passive page-turners.  
They provide the same lesson plan and control flow to every user irrespective of his/her 
prior knowledge; if a student is unable to understand a presentation, all that the system 
can do is to suggest re-reading the material.  Computers can provide much more effective 
learning environments than this.  Intelligent tutoring systems were born as a discipline 
from this motivation.  They attempt to bring in aspects of a human teacher (tutor) into the 
traditional CBT model. 

The essential differences of an ITS from a CBT are in the level and detail with which the 
subject is represented and the representation and use of a student model.  Sophisticated 
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knowledge representation techniques from Artificial Intelligence are often used for 
representing the structure, concepts and dependencies of the subject domain, to enable the 
system to select the most appropriate concept to focus on and to link the student model to 
this representation of the domain. 

ITS was a dormant subject during the last decade after a long period of significant interest 
among the AI community.  The inadequate processing power of the machines and the lack 
lustre user interface technology built major hindrances in ITS's becoming practical. Of 
late, the popularity of e-learning is providing a fresh impetus to this field in the form of 
personalized instruction.  One of the major charms of e-learning is the ability to provide 
any-pace learning any time.  This necessitates the system to adapt the pace — teaching 
style, level of detail, etc. — of presenting course content based on the student's current 
profile.  In addition, controlled navigation is an important aspect for an online-learner, to 
reduce the possibility of his getting lost wandering around the contents.  It is appropriate 
to allow them to wander in material, which he is likely to understand (based on the pre-
requisites) and prevent him from other lesson material.  Personalized instruction thus 
requires addressing of the same concerns as ITS.   

In this paper, we report on the development of an ITS, Acharya, for the domain of SQL for 
database querying.  Database engines support SQL queries to be tested out against data; 
but no system provides a learner oriented feedback to the user if the query fails or does 
not produce the desired output.  Such feedbacks are important to clear up misconceptions 
regarding need, utility and proper usage of various constructs.  An ITS appeared to be 
suitable to meet this requirement.   

The next section describes some of the related work from literature, in general, on ITS and 
specifically in the area of SQL tutoring.  Section 3 describes our approach to Acharya.  The 
major issues to be addressed in the design and development of Acharya, and our solutions 
to them are also discussed. The architecture of the system is discussed in Section 4.  
Section 5 looks ahead to the work remaining and summarizes our experiences in 
personalized instruction using this system. 

2 Related WorkRelated WorkRelated WorkRelated Work    

In this section, we discuss the structure of an ITS and elaborate existing work on different 
aspects of intelligent tutoring systems. An intelligent Tutoring System is composed of 
mainly three modules, Expert module, Student module and Instructor module. The expert 
module represents the domain knowledge of the system. Student module reasons with and 
updates the student model, which is a representation of the student’s understanding of the 
subject being taught. Based on the outputs from student module, instructor module 
identifies the knowledge deficiencies to focus on and selects the strategies for instruction. 

2.1 Expert ModuleExpert ModuleExpert ModuleExpert Module     

Expert represents the domain knowledge, possibly derived over years of experience in a 
particular domain. Generation of individual feedback and ability to adapt instruction 
content requires detailed and structured representation of domain knowledge. 



  

Investigating how to encode knowledge and how to represent expertise in an ITS from 
these perspectives remains the central focus of developing an expert module. 

Three approaches are commonly used [Anderson, 1988], to encode the domain knowledge, 
each moving toward a more cognitively faithful representation of the content expertise. 
The first is to encode the knowledge without actually codifying the underlying human 
methodology. These are referred to as “black box” systems. It generates the correct input-
output behaviour over a range of tasks in a domain so that it can be used as a judge of 
correctness. The classical example of a black box model is the original work on SOPHIE 
[Brown and Burton, 1975]. 

The second approach involves the building of a “glass box model”. These systems are 
characterized by the great quality and human-like nature of knowledge that is articulated. 
GUIDON [Clancey, 1982], based on MYCIN, an expert system for diagnosing bacterial 
infections, is an example for this. 

The third approach to encoding the domain knowledge simulates not only the knowledge 
but also the way a human uses that knowledge. This model is a simulation of human 
problem-solving behaviour. 

2.2 The Student ModuleThe Student ModuleThe Student ModuleThe Student Module     

Many ITSs infer a model of the student’s current understanding of the subject matter and 
then use that understanding to adapt the instruction to the student’s particular needs. 
The knowledge structure that depicts the student’s current state is the student model, and 
the reasoning process to develop it is called “student diagnosis”. Outputs from students 
diagnostic modules can be used for a variety of purposes, such as advancing through 
selected curriculum, offering unsolicited advice, generating new problems, and adapting 
explanations.  

How much of the learner’s activity is available to the diagnostic program for monitoring? 
This is the bandwidth question. Most programs work on the low end of the information 
band where only the final state, that is, the student’s answer to a question, is available to 
the system. The bandwidth at the other extreme allows ITSs access to the learner’s mental 
state, step by step as reasoning proceeds.  

Assessing differences between students and experts is another dimension. In 
programming a student diagnostic module, most ITS designers use the same knowledge 
representation scheme as used in the expert module so that the expert and the student 
modules actually share the same knowledge base structure. This leads to the overlay 
method of student modeling, where the student’s knowledge is represented as a subset of 
the expert’s. This model enables representation of concepts that a student is missing, but 
cannot represent misconceptions. Tutor [Ford, 1988] and Wusor [Carr and Goldstein, 
1977] are examples of tutoring systems using overlay model. The next level of complexity 
in student modeling is to represent misconceptions, that is, erroneous and incorrect 
knowledge, in addition to simply incomplete knowledge. In this approach, the overlay 
model is augmented by a bug library. Examples of systems based on this notion, called 
buggy model [Brown and Vanlehn, 1980] are Buggy [Burton, 1982] and Proust [Johnson 
and Soloway, 1984]. 



2.3 The Curriculum and Instruction ModuleThe Curriculum and Instruction ModuleThe Curriculum and Instruction ModuleThe Curriculum and Instruction Module     

An ITS should have three tutoring characteristics [Halff, 1988]: a) control over the 
representation of the instructional knowledge for selecting and sequencing the subject 
matter; b) capabilities for responding to student’s questions about instructional goals and 
content; and c) strategies for determining when a student needs help and for delivering 
the appropriate help. The goal of the instructional module, also called pedagogical module, 
is to address these issues. Separating instructional and content expertise is the challenge 
in designing the instructional module. 

2.4 ITS and ITS and ITS and ITS and SQLSQLSQLSQL    

SQL-Tutor is an intelligent teaching system for SQL, based on learning-by-doing 
[Mitrovic, 1997]. This is by far the only system we came across attempting SQL in the 
domain of ITS. It supports problem solving, conceptual and meta-learning. The system 
uses constraint-based modelling to form models of its students. The student can learn 
about concepts and elements of SQL. SQL-Tutor is a problem-solving environment, which 
supports acquisition of domain knowledge in a declarative form (i.e., constraints) and 
strengthening of this knowledge through practice. The system provides assistance in 
problem solving and arguments against incorrect actions. It encourages meta-learning by 
supporting explanation on the basis of error messages and correct solutions given to the 
student. But this system is not web enabled and not connected to real RDBMS. Students 
cannot view the result of their query, once they are completed successfully. 

3 Approach Approach Approach Approach     

In Acharya, we have focused on practice problems as the basic learning methodology 
following a constructivist model. Adequately detailed description of SQL including the 
syntax and semantics of the various constructs are available in many textbooks and web 
tutorials. Hence content creation at this level has not been emphasised. However, when a 
student makes a particular kind of mistake, it is useful to give him a summary of the 
related course material. For this purpose, we have created content in the form of a tutorial 
for most parts of SQL. A sophisticated navigation environment has been built around this. 

Problem presented to the student must be carefully selected based on concepts that the 
student is expected to know and the general complexity of the problem. Keeping this in 
mind, the content has been broken up into units - with each unit corresponding to a 
concept. Each concept has zero or more pre-requisite concepts. A concept should be 
recommended for study only if the student has completed all the pre-requisite concepts. A 
set of problems is attached to each concept; these problems use only that concept and any 
pre-requisite concepts of that concept. 

We feel students need not be unnecessarily prevented from browsing around the course 
content. At the same time, on the web, students do have a tendency to get lost. To control 
this, based on the student model, the system works out a recommended concept he/she 
should study next. This recommendation is shown in every page he visits, so that he can 
follow this path when he chooses to or if he is lost. 



  

When a student chooses a concept, he is shown some reading material explaining the 
concept with one or two examples. Then he can opt to try out exercises, which take him to 
the problem-solving environment. The environment lists a problem for which an SQL 
query has to be formulated. The environment is discussed in detail in section 4. The 
student can enter the query in response. The query is evaluated conceptually by 
comparing with the answer provided by the teacher and appropriate feedback is 
generated. There are often many ways to write a valid/correct query for a problem. 
Therefore a plain comparison is not adequate for this analysis. This problem and our 
approach to address this problem are discussed later. Note that merely running the query 
in a database is not adequate, as it generates no qualitative feedback to the student. If one 
got a wrong answer, he has no idea about what went wrong and how to correct the query. 
It is also possible that the query is logically wrong, but produced correct answer because of 
limitation on the database contents. Therefore a systematic analysis of the query is 
required to generate meaningful feedback. 

3.1 Content Structuring and DependenciesContent Structuring and DependenciesContent Structuring and DependenciesContent Structuring and Dependencies     

The course material in Acharya is provided on the web in hypertext form. The material is 
divided into knowledge units (concept), hierarchically structured at different levels. Each 
of these units can be presented to the student as a web page, which shows the content of 
this unit and links from this unit to related elements of the course. Links to other units 
are presented in topologically sorted order based on concept dependency. The most basic 
concept to be learned is shown first. Once a student has achieved the teaching goals of a 
knowledge unit, the pedagogical module activates the other knowledge units whose 
prerequisites are now satisfied.  

Acharya uses different shaped images to represent whether the concept contains further 
concepts or it is an atomic concept, and different colour for images to represent the state of 
each link (ready to be learned, already learned, recommended by the system). The colour 
of the image presented to the student is determined dynamically based on the individual 
student model.  

3.2 Analysing User SolutionAnalysing User SolutionAnalysing User SolutionAnalysing User Solution    

ITS must be able to evaluate student answers to identify the exact source of error. 
Sensible feedback of erroneous solution can be given only after the exact source of the 
error has been localized. Acharya does that by comparing student solution to a preset 
expert solution. Query comparison of expert solution with student's solution is done 
individually and separately for each of the six clauses of the SQL query (select, from, 
where, group by, having, and order by). This comparison is nontrivial sometimes as there 
are a large variety of correct solutions possible. Given below is a simple example to 
illustrate different and equivalent ways of writing a query. 

ExampleExampleExampleExample     

Find the names of all employees whose salary is between 20000 and 30000 



Answer1: Answer1: Answer1: Answer1: Select name from employee where salary between 20000 and 30000    

Answer2: Answer2: Answer2: Answer2: Select name from employee where salary >= 20000 and salary <= 30000    

Answer3: Answer3: Answer3: Answer3: Select name from employee where salary <= 30000 and salary >= 20000 

Thus, the query comparison cannot be done by simple string matching. The approach 
Acharya uses for query comparison consists of the following steps : 

Pre-processing      Atom processing     Truth table processing 

3.3  Pre Pre Pre Pre----processingprocessingprocessingprocessing    

During pre-processing, the query is scanned for certain keywords, such as between, in, not between, in, not between, in, not between, in, not 
in, exist in, exist in, exist in, exist and except except except except. We eliminate these constructs by transforming the query into other 
equivalent constraints. After this pre-processing, all conditions will be combined through 
either AND or OR only. Given below is an example for betweenbetweenbetweenbetween keyword-processing: 

Query before pre-processing: 

Select name, salary from table1 where (age between 25 and 30) and name = ’aman’ 

 

Query after pre-processing: 

Select name, salary from table1 where (age >= 25 and age <=30) and name = ’aman’ 

3.4 Atom ProcessingAtom ProcessingAtom ProcessingAtom Processing    

Each individual condition of wherewherewherewhere clause is considered as an atom. Atom processing will 
be needed when we are processing student’s query, a) to find out negated conditions by 
checking relational operators used in conditions by expert and by the student, e.g. if 
age>25age>25age>25age>25 is an atom numbered 1111 in expert’s query and student's query contains an atom 
aaaage<25 ge<25 ge<25 ge<25 then it will be represented as not 1not 1not 1not 1 in the Boolean expression. b) to identify some 
type of mistakes in query e.g. atom age>25 is written by student as age=25 

Dividing the whole query processing into these steps makes it systematic and enables 
appropriate errors to be found easily at each step.  

3.5 Truth Table ProcessingTruth Table ProcessingTruth Table ProcessingTruth Table Processing    

The basic idea behind truth table processing is to identify whether two expressions of 
query are equivalent. If two Boolean expressions involving same set of variables are 
equivalent they will have the same truth table. The truth table processing is outlined 
below using the following example “where” clause. 

  Where (table1.id=table2.id and name=’san’) or age>20 

We first assign a unique number to each condition. 1 : age>20, 2 : name=’san’, 3 : 
table1.id=table2.id. 



  

Make a Boolean expression of the ‘where’ clause using this number coding. In our 
example, this will result in the Boolean expression: (3 and 2) or 1. 

Compute the truth table of the above expression. Truth table can be generated by first 
finding out the number of variables and then generating all combinations of 0/1 for the set 
of variables. Evaluate the output of the Boolean expression for each combination. 

Now in order to check if two expressions are equivalent (For example, ‘age > 25 and name 
= “a” ’ compared against ‘name = “a” and age > 25’), we can prepare truth tables for each 
expression and check if it produces the same truth value for each combination of values of 
constituent atoms.  This, however, assumes that the set of atoms in each expression are 
same.  Violation of this assumption will be due to two reasons.  First, one of the two 
expressions includes more atoms than the other.  In this case, the expressions are not 
equivalent.  Second reason could be that the atoms “appear” to be different (e.g. age > 25 
vs. not age  <  25) where as they are really logically related.  This case is handled by the 
atom processing step.  

4 Acharya: ArchitectureAcharya: ArchitectureAcharya: ArchitectureAcharya: Architecture    

Acharya is designed as a web-based learning environment to support SQL problem 
solving. Acharya is based on guided discovery - student should be given opportunities to 
discover things themselves, rather than being told about them. 

Acharya is developed using Java servlet technology with a web-based front-end and 
POSTgreSQL as the back-end.  

At the beginning of a session, Acharya selects a problem for the student to work on. When 
the student enters a solution, the pedagogical module sends it to the student module, 
which analyses the solution, identifies mistakes (if there are any) and updates the student 
model appropriately. On the basis of the student model, pedagogical module generates an 
appropriate pedagogical action like which next concept to display. When current problem 
is solved or the student requires a new problem to work on, pedagogical module selects an 
appropriate problem on the basis of the current student model. 

 

 
Figure 1: Architecture of Acharya 



4.1 InterfaceInterfaceInterfaceInterface     

Interfaces for ITS should be robust, flexible and easy to use and understand. At the same 
time, ITS interfaces are problem-solving environments and therefore, should be similar to 
real environment and should reduce the working-memory load of students. 

The problem-solving interface of Acharya reduces the memory load by displaying the 
database schema and the text of the problem and by providing the basic structure of an 
SQL query as a template. The main window of Acharya is divided into three areas, which 
are always visible to the student. The upper part of the window displays the schema of the 
database and the text of the problem being solved.  

 

 
 

Figure 2: Problem solving environment of Acharya 



  

The middle part contains the clauses of SQL SELECT statement. Students need not 
remember the exact keyword (select, from, where, group by, having, order by) to be used 
and the relative order of clauses. Student can also get the description of database, tables 
or attributes, as well as the various SQL constructs in the problem-solving environment 
itself. The motivation here is to remove from the student some cognitive load required for 
checking the low-level syntax so that he can focus on higher-level query formulation 
issues.  

The lowest part of the screen displays the diagnosis result of the student’s solution and 
result of executed query in case student’s solution is correct. If there is error in student’s 
solution, appropriate link corresponding to course material relevant to his/her 
misconceptions also gets displayed. 

4.2 Student ModuleStudent ModuleStudent ModuleStudent Module     

Acharya models students by comparing the student’s solution with the teacher’s solution. 
Acharya currently contains 70 diagnostics, representing the various discrepancies possible 
between student’s solution and the expert’s solution. A student model in Acharya contains 
general information about the student, history of information about concepts learned with 
certainty factor (CF), knowledge level and number of hints asked by each student. 
Certainty factor is a measure of Acharya's belief that student has acquired that concept. 
Knowledge level shows the overall knowledge of the student for all concepts. 

4.3 PedagPedagPedagPedagogical Moduleogical Moduleogical Moduleogical Module     

Pedagogical module selects problems to be given to students and generates appropriate 
instructional actions according to the current student model. Student’s solution might 
generate several diagnostics at the same time. In such cases, Acharya examines the 
generated diagnostics and selects the most basic one. 

The feedback provided by Acharya starts with a message that informs the student whether 
the solution is correct or not. If the solution is wrong, a list of relevant diagnostics about 
the clauses in which the error(s) occurred is displayed. If solution is correct, then the 
output generated by SQL engine will be shown in result window of interface. 

Problems are selected on the basis of the student model. Each problem has a difficulty 
level and a count of users who have successfully solved that problem. The pedagogical 
module examines the student model and above-mentioned information to select a problem. 

5 Current Status and Future WorkCurrent Status and Future WorkCurrent Status and Future WorkCurrent Status and Future Work    

Acharya currently supports the full range of SQL constructs relating to database querying 
— update constructs have not been handled. We focused on the querying component since 
that is where much of the complexity in SQL resides. The system was tested out internally 
by a select set of users. Subsequently it was released as a supplementary learning 
resource to participants of the DBMS module in NCST’s diploma programme. The 
response has been positive. The system diagnostics have been found to be relevant and 



useful in most cases. After the enhancement of student model and incorporation of an 
effective question generator, we propose to release this on the web for general use.  

Designing an ITS is a complex task requiring attention to a number of aspects, and 
expertise on a number of dimensions.  Today there is, perhaps, no single ITS that provides 
good solutions to all the different aspects such as adaptive instruction sequencing, 
individualized explanation, etc.  Acharya also has focused on certain elements at the cost 
of others.  Some of these omitted elements are being now taken up.  We describe these 
extensions below: 

5.1 Enhancement of Student ModelEnhancement of Student ModelEnhancement of Student ModelEnhancement of Student Model     

Acharya uses a combination of overlay model and bug model to represent what has been 
learnt by the student. Student might even answer in a form different from one that expert 
give.  Acharya can identify some of these different strategies through its bug library. 
Another enhancement to student model is to build a model of the student reasoning 
process from the history of the answers supplied by student to the tutor, verifying its 
correctness and pointing out the errors. 

5.2 Generating Exercise ProblemsGenerating Exercise ProblemsGenerating Exercise ProblemsGenerating Exercise Problems    

Currently Acharya picks up exercise problems for practice from a manually created 
database of problems stored along with the expert’s solution. For effective tutoring a 
system must have a good repository of problems addressing all combinations of concept 
coverage and difficulty level. Manually creating this is not easy; so we are exploring the 
possibility of automatically generating exercise problems. 

One major issue in generating exercise problem is to deal with the complexity of the 
problem.  In the current system where questions are pulled out from a database, a 
complexity level is associated with each problem. The system selects a problem with 
appropriate complexity. In case of automatic question generation, the system has to make 
sure that a problem with appropriate complexity is getting created. Adaptability is an 
important feature that an automatic question generation system should have. The student 
should get more questions on a specific topic, if he makes mistakes in that topic. IWe are 
implementing an automatic question generation module, which generate questions and 
correct answers for them, based on templates defined for different topics.  

5.3 Generalising into a Framework Generalising into a Framework Generalising into a Framework Generalising into a Framework     

Another direction to pursue is to ask “is the Acharya model applicable (and usable) in 
developing other intelligent tutoring systems in other domains?”  We feel it is premature 
today to visualize a general purpose framework capable of supporting ITS across all 
domains, e.g. Languages, mathematics, geography, programming skills, etc.  The teaching 
methodologies and domain representations may vary a lot.  However, on the other hand it 
makes little sense to approach each ITS as totally independent.  One needs to identify a 
meaningful level of generality that is feasible and practically useful.  We are attempting to 
evolve as general a framework as possible by extracting the parts specific to SQL teaching, 
and our specific methodology being followed.  
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