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Abstract— World Wide Web is hosting huge information 
regarding lots of areas and education is not an exception. Given 
the huge amount of data, searching for any educational 
resource manually is very difficult. To overcome this, an 
intelligent repository of educational resources that helps to 
decide among the available resources is needed. This paper 
discusses an attempt to build such repository. This will help 
users to decide among the available solutions for their needs by 
providing a comparative analysis among the solutions. The user 
will also be provided with user experience of the solutions. As 
the content over the web changes regularly and also new 
resources get added to the web, the repository will be updated 
dynamically. And all these tasks are done automatically as far 
as possible. This work uses crawling, classification, and 
information extraction techniques for the task of identifying the 
softwares/tools for education from the web. Our 
implementation focuses on the free open source softwares 
(FOSS) for education domain. The final framework of this 
system would be generic so that it can be extended to any other 
domain. 

Keywords- knowledge repository, document filtering, 
document classification, information extraction 

I. INTRODUCTION 
Over the last two decades, the world wide web has 

brought enormous opportunities and challenges towards its 
effective utilization in all spheres of human development. 
The availability of information of different types such as 
articles, research papers, blogs, discussion forums, 
newsgroups, mailing lists etc. spans a variety of fields. One of 
the major fields amongst these is education and recent 
advancements in computer technology have witnessed 
growing relevance of free and open source softwares (FOSS) 
in education. The spectrum of resources available includes 
general software resources, softwares for management of 
learning and learning institutions, software as learning 
resources (e.g., simulation tools), and open content [1]. 

Unfortunately, these resources are scattered across the 
Internet and are difficult to track down through usual web 
searches. In general, for most requirements (e.g. content 
management system, learning management system), one can 
find a variety of solutions. Some of these may be immature 
and stale with no active development community. Identifying 
such options is not always easy and is often a time consuming 
process. On the other hand, we can also generally find 
multiple good solutions with differing capabilities and 
technical details. Mapping the various aspects of the solutions 
to the specific requirements of a user/client is another 

challenging task. The lack of a committed support 
community makes this further difficult for end users 
considering adoption of such solutions. Even getting a 
comprehensive and unbiased comparative analysis among 
selected alternatives can be difficult, though some such 
reports like, wikimatrix [2] and cms matrix [3], are available 
for some of the domains. Social networks and blogs carry a 
lot of user experiences information regarding use of various 
softwares and ideas. These experiences will help the users 
while selecting appropriate solutions. Identifying and 
gathering of these experiences from the web is another 
challenging problem. 

All these issues make adoption of FOSS solutions a 
challenging problem for users who are not very technology 
savvy. Therefore a knowledge repository which can provide 
more direct responses to the kind of questions posed above 
would be a valuable part of any educational eco-system to 
promote use of technology, and will go a long way in 
encouraging technology adoption in education. 

An associated challenge of building such a knowledge 
base is the difficulty in keeping it updated. New systems keep 
coming up, the situation/popularity of existing systems can 
change, significant enhancements may be added to systems, 
and so on. A mechanism – using a combination of 
approaches, since a fully automated system is not feasible as 
of now – need to be evolved to ensure that the knowledge 
repository is kept up to date on a regular basis. 

This paper describes our approach towards creating a 
comprehensive knowledge repository to contain and/or to 
link the resources that will facilitate the use of FOSS in the 
domain of education. This will help stakeholders, i.e. 
academia and professionals, in making informed decisions on 
the appropriate set of tools catering to their needs, 
infrastructure and capacity. 

Given the plethora of information available over the 
world wide web, and its hyper-linked nature of resources, our 
approach exploits this linked structure of the web by 
performing systematic crawling of web to identify the useful 
resources, followed by an automated filtering of resources 
with regard to their relevance for FOSS in education. 
Automated classification of such relevant resources is 
performed  using supervised machine learning methods to 
organize the information in a topographical structure that 
relate to the queries often posed by various stakeholders of 
such information. The repository of educational resources is 
envisaged to evolve on an automated basis via continuous 
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harvesting of resources from the world wide web. 
Information extraction techniques are used to gather the user 
experience and comparative analysis. 

The paper is organized as follows: In section II we discuss 
the problem definition and the challenges associated with it. 
Proposed solution architecture is discussed in Section III. 
Related works are discussed in Section IV.  Current status 
and future work are mentioned in Section V, and we conclude 
in Section VI. 

II. PROBLEM DEFINITION AND CHALLENGES 
The current web search engines return query results in 

unorganized manner  and most of these results are irrelevant, 
hence searching for resources over the web is tedious for not 
so technology savvy users. Recognizing the lack of 
availability of dependable and comprehensive information on 
available resources (software and content) as a major 
hindrance to adoption of technology in educational 
environments, it would be useful to build a knowledge 
repository for education. 

The proposed framework attempts to build a repository 
that would automatically identify the web resources that are 
useful for education domain and then topographically arrange 
them across various predefined categories on a portal. It 
would provide comparative analysis among the solutions for 
tools under a particular category. It also provides option to 
track/view user experiences for a particular category or tool. 
The proposed framework is dynamic, largely automatic, and 
can be generalized for any domain. The dynamism provides 
improved performance over a period, offers something new 
to the users whenever they visit the portal, and attempts to 
ensure that the resources/hyperlinks are active. 

The comparative analysis will be done in semi-automatic 
manner such that the feature matrix attributes will be 
identified manually beforehand and the values of these 
attributes will be extracted automatically as far as possible 
from the web documents. 

The user experience component gathers experiences of 
users about various tools and ideas. Various opinion and 
sentiment analysis techniques can be used here. Ref. [2] 
reports that this task can be handled effectively and also 
experiments with identifying the topics using document 
classifier. Though the overall objective is realizable in 
principle, there are a number of issues to be addressed to get a 
practically usable solution. Some of these are discussed 
below. 

1) Low probability of a page to be relevant: 
 Web contains huge variety of content ranging from 

literature, history, medical to technology. So the possibility of 
a web document being relevant to our focus area is very less. 
This makes building of the classifier a difficult task due to 
extreme bias likely in a random sample of documents. 

 
2) Identification of seed URLs: 

Usually the web crawlers are not domain oriented. They 
only fetch the hyperlinks from the current web page and 

continue visiting and downloading the contents of the 
corresponding web pages. To make the crawler to visit 
relevant web pages more often, it should be given relevant 
seed URL to start the crawling. Identifying effective seed 
URLs is difficult due to the huge volume of the web. 

3) Classification: 
The dynamic listing of softwares, case studies, and 

reports, requires separate categorization mechanisms among 
the areas in education. One web document may belong to 
more than one class and hence the classifier should allow 
overlapping classification of the inputs. Though there are 
ranking mechanisms available, the problem of threshold/cut-
off value exists to allow overlapped classification. The 
feature set required for these classifiers may also vary. 

4) Dynamic Knowledge Base Updation: 
The content over the web changes frequently as new 

versions keep coming, resources get moved to another 
location, or get removed from the web; so the knowledge 
base should be updated dynamically. This requires the 
crawling to be performed periodically. To make the crawling 
efficient and provide a rich user experience the system should 
address the issues of dead links, version change, etc. Links 
which are no longer active should be removed from the 
portal. Dead links can be detected only with systematic and 
continuous monitoring, as a failure to reach the page once or 
twice may not be due to the page being dead. Version 
changes are another challenge since the new version of the 
page can significantly change the role and relevance of the 
page to our portal. 

5) Comparative Analysis: 
Given the attributes and a set of possible values, the exact 

value of the attribute can be extracted from the document 
using various information extraction techniques, but 
identifying the value when no set of possible values is 
available is a difficult problem. 

6) User Experience: 
Though there are various techniques available for opinion 

and sentiment analysis, there is need for sentence level 
classifiers as traditional classifiers cannot train the sentence 
level classifiers given labels for the whole document and it is 
difficult to label training data at sentence level [4]. 

III. PROPOSED SOLUTION ARCHITECTURE 
In this section we discuss our approach towards the 

building of a knowledge repository for education. Figure 1 
shows the architecture of the proposed framework. The 
components are described in detail below. 

A. Web Crawler 
We will use a web crawler for visiting and downloading 

the web pages. Web crawler exploits the hyperlink nature of 
the web by visiting the URLs linked by the current web page. 
Web crawler needs seed URLs to start visiting the web pages. 
We provide a list of initial seed URLs to start the web 
crawling process. 
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Figure 1.  Solution Architecture 

B. Web Document Filter 
To make the framework host only relevant resources, 

we use document filtering techniques to ignore the 
irrelevant web pages visited by the crawler. The crawler 
visits the pages as per the list of seed URLs. Given the 
volume and variety of the data over web, the probability of 
a page being relevant to the portal is very low, we provide 
a handpicked list of seed URLs to the crawler. Usually, the 
data on a page contains many hyperlinks that may not be 
relevant to the topic of the web page, e.g. hyperlinks of 
advertisements, the website host, the license of the web 
page, other topics on the web site, etc. And the crawler 
visits all these links. The filter decides if the visited link is 
relevant to our focus area, and ensures that only relevant 
pages are explored further. 

C. Web Document Classifier 
To help the users find the required resources on the 

portal, we automatically categorize the resources against a 
predefined set of categories, like, Learning Management 
System (LMS), Content Management System (CMS), Case 
Studies, News/Events, User Experience, etc. Probabilistic 
classifiers are trained for each class separately using 
manually tagged pages. 

D. Crawler Controller / Guide 
The crawler may wander over the web visiting 

irrelevant web pages after a few iterations. So the behavior 
of the crawler should be controlled to ensure it visits 
mostly relevant web pages. This component guides the 
crawler by providing useful set of seed URLs. 

E. Comparative Analysis 
For the adoption of technology in education, easy 

access to the unbiased comparison among various solutions 

for a particular category is needed. In this component a 
feature matrix with standard set of features of a particular 
category and available tools is prepared manually. The 
values of the various solutions against these features are 
identified automatically, as far as possible, with the help of 
various information extraction techniques. 

F. User Experience Extractor 
The experiences shared by the users of the available 

solutions will be useful for the stakeholders in order to 
choose a solution as per their requirement. This component 
will extract these experiences from the web pages for the 
particular solution and display those to the user. 

G. Web Portal 
The portal acts as the interface between user and the 

repository. It displays the links to the resources  
topographically e.g. LMS category will display various 
available solutions like, Moodle, Atutor, etc., and 
comparative analysis among these solutions. 

IV. RELATED WORK 
There are many popular systems available as 

knowledge repositories including Dspace [5], Open 
Directory Project (ODP) [6], and Collection Workflow 
Information System (CWIS) [7]. DSpace is one of the best 
tools for building open digital repositories. It is free, open 
source, and easily customizable as per the needs of 
stakeholders. However, knowledge base of Dspace is 
manually updated and maintained. It enables easy and open 
access to all types of digital content including text, images, 
videos and data sets. An example of a user of this system is 
the MIT Libraries. ODP, as the web site [5] mentions, is 
the largest, most comprehensive human-edited directory of 
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the Web. It is constructed and maintained by a vast, global 
community of volunteer editors. It is available in many 
international languages. This system needs extensive 
human contribution for knowledge creation, updation and 
maintenance.  Most of these systems are manually updated 
and maintained, and lack features like comparative 
analysis, automatic knowledge base creation and updation, 
and user experience information.  

Web->KB [8] attempts to automatically create a 
computer understandable knowledge base whose content 
mirrors that of the World Wide Web. It would enable 
effective retrieval of Web information, and promote new 
uses of the Web to support knowledge-based inference and 
problem solving. Its aim is to develop a knowledge base by 
using ontologies for relationship definition and by using set 
of training data over hypertexts. Web->KB aims to achieve 
targets that are very difficult in the present scenario, 
whereas goals of our work are challenging but achievable. 

V. CURRENT STATUS AND FUTURE WORK 
This section describes the current status of the system 

and the future work. 

A. Web Crawler 
We have used an open source web crawler – Apache 

Nutch, which is a web search software built on Lucene 
Java [9]. Nutch provides the capability to crawl and index 
web documents. An easy to read source code provides the 
capability to modify and adapt the crawling and indexing 
mechanisms to algorithms of their choice. Nutch, with the 
implementation of Google's Map Reduce facility and the 
distributed file system, using Apache Hadoop, has crossed 
its own benchmark of successfully crawling more than a 
hundred million pages, on different architectures, thereby 
proving its capacities as a scalable solution [10]. 

This web crawler was provided a set of seed links, 
which are a set of web documents that have been carefully 
picked for their relevance to FOSS in education (Fig. 2). 

 
Figure 2. List of Initial Seed URLs 

To avoid overloading websites, the web crawler was 
fine-tuned to adhere to the robots exclusion 
standard/protocol i.e. the robots.txt protocol [11]. Also, 
each time the crawler found that a host was busy, it would 
delay by five seconds between successive requests to the 
host server up to a maximum of hundred attempts on the 

host link, thereby minimizing wastage of the time on busy 
hosts. 

For each visited link the crawler stores its various 
information like version number, last modified time, last 
visited time, fetch status etc. Such information is helpful to 
identify if the document content has been changed since the 
last visit, how many times the link was down to decide 
whether the link was down temporarily or it is a dead link. 
This information helps the system avoid the duplication of 
documents in the database and to control the 
filtering/classification process. 

B. Web Document Filter 
For filtering web documents as relevant and otherwise, 

a few pre-processing steps need to be performed, like 
removal of the HTML tags and removal of the stop-words. 
The HTML tag removal from web documents was 
performed using an open source HTML parser – 
HtmlCleaner [12]. Since web document has to be 
considered as either relevant or non-relevant the filtering 
task becomes a binary classification task. Classification is a 
supervised learning task that, given a set of class labels and 
text belonging to those classes, assigns the input text to one 
of these classes. 

There are various classification schemes available 
today. The Naive Bayes classifier is a probabilistic 
classifier. It is suited for inputs with high dimensions, 
works with smaller size training data, and is shown to 
perform better in real-world situations [13]. The classifier 
has two basic components, trainer and analyzer. The trainer 
needs a set of documents for each label for training. The 
attribute set is the set of all words that are present in all the 
documents in the training set. The training then determines 
the probability for each attribute against each class. The 
probability of a class is the subset of training documents 
that belong to this class. The probability of an attribute for 
a class is the ratio of its number of occurrences in the 
training subset of documents for that class to the total 
number of attributes in the training subset of documents for 
that class. This can be formally explained as below. 

 A document Dd ! corresponds to a data instance, 
where D denotes the training set. The document d can be 
represented as a collection of attributes. Each attribute  

da! comes from a set A of all attributes. Each document 
is associated with a class label Cc! , where C denotes the 
class label set. The Naïve Bayes classifier estimates the 
conditional probability dcp , which represents the 
probability that a document d belongs to a class c. Using 
Bayes rule we get, 

cdpcpdcp != )(  
The key assumption of Naïve Bayes classifier is that the 

words in the documents are conditionally independent 
given the class value. Hence we can write, 

!
"

#=
da

capcpdcp )(  

 where, cap is calculated as, 
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A

can
cap =  

where, can is the number of occurrences of attribute 

a for class label c , and A is the number of attributes in 

the attribute set A . 
The output of the training is the knowledge base which 

contains each attribute and its probability value 
corresponding to each class. The analyzer for each new 
input document finds the attributes in the attribute set 
found in training process and finds the overall probability 
for each class and accordingly assigns the document to the 
highest probability class. 

! 

class(d) = argmax
c

p c d  

! 

= p(c) " p a c
a#d

$  

where, class(d), is the classifier function that assigns the 
document d with class c for which dcp  is maximum. 

The training and analyzing data sets were provided to 
Mallet [14] - an open source NLP, Machine Learning, 
Information Extraction related package, which implements 
the Naïve Bayes classifier. Only the relevant web 
documents are preserved after the filtering process. 

TABLE  1. STATUS OF URL FILTERING 

 Manually 
Filtered 

Automatically 
Filtered 

Relevant to Education 62 55793 
Irrelevant to Education 610 59820 
Total 672 1,15,613 
 

We trained the filter on 675 documents by manually 
labeling them as relevant or non-relevant. Fifty more 
documents were manually labeled and considered as test 
data to check the performance of the filter. The data about 
the crawling process is provided in Table 1. A snapshot of 
the collection of filtered URLs is shown in Fig. 1. 

C. Web Document Classifier 
Once the filtering is done, the resulting relevant 

documents have to be classified among the predefined set 
of classes e.g. Learning Management System (LMS), 
Content Management System (CMS), Case Studies, 
Reviews, etc. This classification is similar to document 
filtering. The number of classes will be changed, compared 
to that of filtering and accordingly training and test data 
will be prepared.  

D. Crawler Controller / Guide 
Even if the crawler starts from a set of highly relevant 

links, within 2-3 steps, it reaches the state of a random 
crawler, encountering irrelevant URLs most of the time. In 
order to contain this behavior, the crawler is instructed to 
traverse only up to a depth of four and the crawling is 
restarted with a new set of seed URLs. These are identified 
from the URLs of visited web pages, using feedback from 
the filtering process. Hosts of all the links are extracted, 
and those that had maximum number of relevant links are 
identified. Links which were commonly belonging to a set 
of portals and wikis are removed from the list.  Out of this 
list five URLs were selected randomly as seed URLs and 
passed on to the crawler for the next round of search. 

E. Comparative Analyzer 
We have prepared a feature matrix for the LMS 

category, various LMS Tools like, Moodle, Sakai are its 
column titles and row titles are their various features like 
online examination support, grading mechanisms, etc. 

   

Figure 1: Collection of Filtered URLs 
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To make the value identification – for each attribute of 
this matrix – automated as far as possible, we are currently 
investigating the patterns that are followed by each of these 
attributes on common web pages. 

F. User Experience Extractor 
We have used Mallet [14] for the identification of the 

user experiences from a document. It was tried for binary 
experiences e.g. good or bad, on a sample text data and our 
experiments have shown promising results. Work is in 
progress in this area. 

G. Web Portal 
The repository is visible as a Drupal [15] based portal 

which is customizable and feature rich. It will contain a 
querying interface so that the user can search the 
knowledge base. Also if the user searches for a FOSS tool 
for LMS (e.g. moodle) then the portal would provide an 
option to view comparative analysis of the various LMS 
FOSS tools available.  The user would also be shown  an 
option to see what other users have said about the tool (i.e. 
the user experience). The portal will provide option to the 
user to recommend the class of the resource  if the user has 
found it wrongly classified by the classifier (as shown in 
Fig. 2.). It is clear from the picture that, the user can view 
the web page in the same browser (here page related to 
Joomla!) and can suggest its class(es) just above it. 

The decision to accept these user recommendations will 
be taken by some strategy like, taking consensus among all 
recommendations over a period of time.  The accepted 
recommendations will form part of the input, in fine tuning 
the various components with time. 

VI. CONCLUSION 
As discussed, the work would be beneficial for the 

educational community and the professionals looking for 
FOSS options in the education domain. The work is  under 
progress and initial results are encouraging. The automatic 
classification, unbiased comparison analysis, and user 
experience extraction are the key features of the 
framework. Also the dynamic, automatic, and easily 
generalizable nature of the system shows it would be a 
significant contribution to the field of knowledge 
repository, education, and use of FOSS in education. The 
approach is generic, built with fairly well understood 
components. The domain specific information is largely in 
the training data for various learning algorithms and hence 
can be easily extended to other domains and classes. 
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Figure 2: User recommendation of classes 
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